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SERVERLESS COMPUTING PRIMER

*»» Serverless computing (or FaaS)

» Emerging functions-as-a-service model. .

» Enables a new way of building & scaling apps & services.
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SERVERLESS COMPUTING PRIMER

Benefits of Serverless Computing

** Key Benefit 1: I ' .
Elastic Auto-Scaling. >P¢
Improved performance & resource efficiency. \1,

i Q

** Key Benefit 2:
Cost Efficiency.

Pay-Per-Use Pricing.

** Key Benefit 3:
Automatic Resource Management.

Ease of Use.




AFS BACKGROUND

The metadata service (MDS) sits on the critical path for distributed file
system (DFS) operations. N

"~ DataNodes

Metadata ,

Service \

I

Client L - S s m :
Metadata Management File Blocks

MDS: key to the overall performance of the DFS.
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AFS BACKGROUND

Scaling the MDS is hard. Existing scaling techniques:

* Lack elasticity.
* Require tedious server management.

* May suffer from high costs & low resource utilization.




Existing Systems:

./ Journal

HDFS
Clients
Client API

Nodes

|' - -Aci-:i;e\
I NN

“i1"ZooKeeper 1 :
Nodes 1:

-------

HopsFS

Clients
Client API

'l.ea

AFS BACKGROUND

~ NameNodes

LN

+

File Blocks Metada;ta Mgm

Ben Carver | 6



Existing Systems: HDFS
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AFS BACKGROUND

Hadoop Distributed File System (HDFS): open-source implementation of Google File System (GFS).

HDFS stores metadata in the Active NameNode (ANN).
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AFS BACKGROUND

Existing Systems: HOPSFS

HopsFS
Clients
Client API

< /> K lNameNodes

Leader

:.: ......................... e

,: (b) HopsFS 'HopsFs DataNodes

/J

- mm mm "

* HopsFS! extends HDFS:

e Scaled-out MDS consisting of 2 1 stateless NameNodes (NNs).
* Achieved by decoupling storage and manipulation of metadata.

* NNs persist metadata to pluggable storage backend & collectively serve metadata requests.
*  HopsFS uses MySQL Cluster NDB.

Ben Carver | 8
[1] Niazi et al., HopsFS: Scaling Hierarchical File System Metadata Using NewSQL Databases, FAST17, February 2017



AFS BACKGROUND

Limitations of Today’s Scaled-Out +
Metadata Services

Focus: HopsFS

1. Stateless NameNodes must access persistent metadata
store on every single metadata operation.

T-
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AFS BACKGROUND

Stateless NameNodes must access persistent metadata store on every
single metadata operation. +

HorsFS Client HorsFS NameNode MySQL Cluster NDB

RESULT: Performance capped by capacity of the backend NDB cluster.
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AFS BACKGROUND

Stateless NameNodes must access persistent metadata store on every
single metadata operation. +

HorsFS Client HorsFS NameNode MySQL Cluster NDB

RESULT: Performance capped by capacity of the backend NDB cluster.
Compute (NameNodes) and storage (NDB) are physically decoupled but logically-bundled.
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AFS BACKGROUND

Stateless NameNodes must access persistent metadata store on every
single metadata operation. +

HorsFS Client HorsFS NameNode MySQL Cluster NDB

RESULT: Performance capped by capacity of the backend NDB cluster.
Compute (NameNodes) and storage (NDB) are physically decoupled but logically-bundled.

Performance can rapidly degrade if either layer becomes a bottleneck.
Ben Carver | 27



AFS BACKGROUND

Limitations of Today’s Scaled-Out +
Metadata Services

Focus: HopsFS

1. Stateless NameNodes must access persistent metadata
store on every single metadata operation.

2. HopsFS (and other scaled-out MDSes) lacl elasticity.

Admin must statically configure resources.
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Resources must be statically configured.

Load

il el el sl = = Average Load

Time
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Resources must be statically configured.
AFS BACKGROUND

Peak load

Load
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Provisioned for peak load
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Resources must be statically configured.

AFS BACKGROUND
Peak load
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Resources must be statically configured.

AFS BACKGROUND
Peak load

Load
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Resources underutilized Resources underutilized

Provisioned for peak load

Y
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Resources must be statically configured.
AFS BACKGROUND
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Resources must be statically configured.

Load

—— e e = = = = = e = — - - = = Average Load

‘) Time bty

Performance suffers Performance suffers

Provisioned for average load

Y
Virtual Machines

AFS BACKGROUND
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AFS BACKGROUND

Can we use innovative FaaS-based design mechanisms
to build a high-performance, cost-effective, elastic, .
and resource-efficient MDS? ’
Yes!

Serverless functions are an appealing environment in which to host the metadata service.

.-_l
'.:?
-H-

FaaS-based elastic Pay-per-use Automatic resource
auto-scaling pricing model provisioning & management
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Introducing:

AFS: Lambda File System
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AFS OVERVIEW

AFS Overview

+
*»» Elastic, scalable, & high-performance MDS for large-scale DFSes -

¢ Hybrid TCP-HTTP RPC mechanism

8 HTTP
B  7cp
pn

1FS Client Serverless
Caching Layer
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AFS OVERVIEW

AFS Overview

.|_
*»» Elastic, scalable, & high-performance MDS for large-scale DFSes -
¢ Hybrid TCP-HTTP RPC mechanism

*** Metadata storage mechanism

Cache
Misses
HTTP
< ror
-

AFS Client Serverless Persistent
Caching Layer Metadata Store
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AFS OVERVIEW

AFS Overview

.|_
** Elastic, scalable, & high-performance MDS for large-scale DFSes-
** Hybrid TCP-HTTP RPC mechanism
+ Metadata storage mechanism

» Agile auto-scaling policy

Cache
Misses
HTTP
< ror
-

AFS Client Serverless Persistent
Caching Layer Metadata Store
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AFS OVERVIEW

AFS: Elastic, scalable, and high-performance MDS for large-scale DFSes.
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AFS OVERVIEW

AFS: Elastic, scalable, and high-performance MDS for large-scale DFSes.

AFS Clients
File I/0
DataNodes
- b O Client
e
Block Metadata
Operations Operations

( Serverless Functionsx

-

FaaS-Based Caching Layer

Long-Lived TCP
Connections

19|pueH dJ1

J9|pueH d11iH

o

=

TCP
Connection
Module

Metadata
Metadata
Caching
Module .
Write

<« stributed

Transaction
Module

Read

Metadata

Synchronize

Serverless NameNode

" Persistent
Metadata Store
—_—— ~—— ~—

L1l

Coordinator Service1

Ben Carver | 42




AFS OVERVIEW

AFS: Elastic, scalable, and high-performance MDS for large-scale DFSes.
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AFS OVERVIEW

AFS: Elastic, scalable, and high-performance MDS for large-scale DFSes.
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AFS OVERVIEW

AFS: Elastic, scalable, and high-performance MDS for large-scale DFSes.
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AFS OVERVIEW

“ SABHeEnWhisk .

* AFS uses Apache OpenWhisk.

* Elastic caching: NameNodes (NNs) organized into N function deployments.

...

NAMENODE 1 NAMENODE 2 NAMENODE 3 NAMENODE 4 NAMENODE N

* To partition namespace: READ “/home/ben/docs/notes.pdf”

Consistently hash on (unqualified) name |_'_,

of parent directory. CONSISTENTLY
HASH
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KEY MECHANISM

Hybrid TCP-HTTP RPC Mechanism

AFS clients use a hybrid TCP-HTTP RPC mechanism to interact with NameNodes.

HTTP

* Low latency (1 -2 milliseconds). * High latency (8 — 20 milliseconds).

* Noresource scaling. * Built-in elastic resource scaling from FaaS
platform.

 Faulttolerance: AFS client library. * Built-in fault tolerance from FaaS platform.

Key: the Hybrid TCP-HTTP RPC mechanism enables
the elasticity of the underlying FaaS platform to be fine-tuned



AFS HYBRID TCP-HTTP MECHANISM

KEY MECHANISM

Hybrid TCP-HTTP RPC Mechanism

AFS Library

4[>

NameNodes

Ben Carver | 48



KEY MECHANISM

Hybrid TCP-HTTP RPC Mechanism

AFS Library

//)

AFS HYBRID TCP-HTTP MECHANISM

NameNodes



KEY MECHANISM

Hybrid TCP-HTTP RPC Mechanism

<

APl Gateway

AFS HYBRID TCP-HTTP MECHANISM




AFS HYBRID TCP-HTTP MECHANISM

KEY MECHANISM

Hybrid TCP-HTTP RPC Mechanism

FS
Client

AFS Library
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AFS FAAS-BASED METADATA CACHE

KEY MECHANISM

FaaS-Based Metadata Caching Layer
 Serverless NNs cache metadata in main memory o

Cached Metadata
File: /home/ben/HW1.txt

Created: 11/03/2022 Cached Metadata
Accesse d: 11/08/2022 File: /home/ben/HW2.txt
Created: 11/12/2022
Accessed: 11/13/2022

* Decreases per-operation latency
* Improves overall system throughput
* Reduces bottleneck of persistent backing store

< No network 1/0 >

read file

—
- metadata

AFS Client Serverless NN MySQL Cluster NDB
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Key MECHANISM

FaaS-Based Metadata Caching Layer :

. . /
 Metadata stored withina trie (orprefix tree).
* All metadata in a path is cached (nhot just terminal INode)
* Avoid accessing the persistent backing store on usr home
cache hits g D
games share include ben ali
pinball tetris homework.pdf notes.txt

O O O O



AFS FAAS-BASED METADATA CACHE

KEY MECHANISM

FaaS-Based Metadata Caching Layer

FaaS-Based Caching Layer

4 D

AFS Clients
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Client
Library

[ NAMENODE 1 NAMENODE 2 ]




AFS FAAS-BASED METADATA CACHE

KEY MECHANISM

FaaS-Based Metadata Caching Layer

VA YA T VA T S e i@ FaaS-Based Caching Layer ’

: 4
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Persistent
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e/ | Client
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) /home/ben/docs/homework.pdf

CONSISTENT HASH

o0
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AFS FAAS-BASED METADATA CACHE

KEY MECHANISM

FaaS-Based Metadata Caching Layer
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AFS FAAS-BASED METADATA CACHE

KEY MECHANISM

FaaS-Based Metadata Caching Layer
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AFS FAAS-BASED METADATA CACHE
KEYy MECHANISM

FaaS-Based Metadata Caching Layer
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KEY MECHANISM

AFS FAAS-BASED METADATA CACHE

FaaS-Based Metadata Caching Layer

FaaS-Based Caching Layer

AFS Clients

e/ | Client

Library
ﬁ

Persistent

Metadata Store
—_—— ~— ' ~—

”/ /home/ben/docs/homework.pdf

CONSISTENT HASH
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KEY MECHANISM

AFS FAAS-BASED METADATA CACHE

FaaS-Based Metadata Caching Layer

/home/ali/files/notes.txt

AFS Clients

FaaS-Based Caching Layer

Persistent
Metadata Store

/home/ali/files/notes.txt

CONSISTENT HASH

D0

| NAMENODE 2




AFS FAAS-BASED METADATA CACHE

KEY MECHANISM

FaaS-Based Metadata Caching Layer
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KEY MECHANISM

FaaS-Based Metadata Caching Layer
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AFS FAAS-BASED METADATA CACHE

KEY MECHANISM

FaaS-Based Metadata Caching Layer
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AFS FAAS-BASED METADATA CACHE

KEY MECHANISM

FaaS-Based Metadata Caching Layer
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AFS FAAS-BASED METADATA CACHE

KEY MECHANISM

FaaS-Based Metadata Caching Layer

/home/ali/files/notes.txt FaaS-Based Caching Layer

AFS Clients

Persistent
Metadata Store
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CONSISTENT HASH
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AFS FAAS-BASED METADATA CACHE

KEY MECHANISM

FaaS-Based Metadata Caching Layer

/home/ali/files/notes.txt FaaS-Based Caching Layer

Persistent
Metadata Store

/home/ali/files/notes.txt

CONSISTENT HASH

notes.txt [ u o

NAMENODE 2

Cache Contents




AFS Design Recap

AFS: an elastic, scalable, & high-performance MDS for large-scale DJFSes
Hybrid HTTP-TCP RPC Mechanism FaaS-Based Metadata Cache

Red CONSISTENT
. educes per- . HASH
Offers fine- operation latency Alleviates the I
grained control bottleneck of
over auto-scaling @ Improves system the persistent C‘ /data/d.tar.gz
behavior throughput backend store

-

CACHED NameNode 1

y' METADATA

FS )
Client /home/
AFS Library HTTP

<>

/home/ben

/home/ben/HW.pdf /home/ben/notes.pdf



AFS EVALUATION

e Operation Percentage | Operation Percentage
va u a I o n create file 2.7% | read file 69.22%
17%

mkdirs 0.02% | stat file/dir
. delete file/dir 0.75% | list file/dir 9.01%
Real-World, Industrial Workload  Elo/dir | 3% [ToalRead O 9523%

* Randomly-generated workload based on Spotify’s HDFS cluster trace.

 Evaluated auto-scaling policy via request bursts (up to 7x base throughput).
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AFS EVALUATION

s Operation Percentage | Operation Percentage
va u a I O n create file 2.7% | read file 69.22%

mkdirs 0.02% | stat file/dir 17%
. delete file/dir 0.75% | list file/dir 9.01%
Real-World, Industrial Workload o fle/dir 13% | Total Read Ops e+

* Randomly-generated workload based on Spotify’s HDFS cluster trace.

 Evaluated auto-scaling policy via request bursts (up to 7x base throughput).
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150k — ' HOpsFS
-~ HopsFS+Cache 32
------- AFS NNs (right y-axis)
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» | | 22
90 50 100 150 200 250 30 Ben Carver | 75
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AFS Evaluation Ot

mkdirs

Real-World, Industrial Workload delete file/dic

mv file/dir

* Randomly-generated workload based on

* Evaluated auto-scaling policy via request bursts (up to

Base throughput: 25,000 ops/sec
HopsFS: 512 vCPU AFS: 256 vCPU

175k
—AFS "% 34
150k —-HOpsSFS
20k i HopsFS+Cache | - Be
1251 1S AFS NNs (right y-axis)
5 3(“2“
Q ,
100k 282
A | : v
8_ 75k ’26:
50k 24
==
25k = — 22
ol

0 50 .100 150 200 250 300
Time (seconds)

Percentage
2.7%
0.02%
0.75%
1.3%

AFS EVALUATION

Operation Percentage
read file 69.22%
stat file/dir 17%
list file/dir 9.01%

Total Read Ops 95.23%
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AFS EVALUATION

~ Operation Percentage | Operation Percentage
va u a I O n create file 2.7% | read file 69.22%
0.02% | stat file/dir 17%

mkdirs
. delete file/dir 0.75% | list file/dir 9.01%
Real-World’ IndUStrlal Workload my file/dir 1.3% | Total Read Ops 95.23% +
* Randomly-generated workload based on .
* Evaluated auto-scaling policy via (up to ).

Instantaneous Throughput
Instantaneous Cost

 Evaluated cost-efficiency via performance-per-cost metric:
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AFS Evaluation =

mkdirs
Real-World, Industrial Workload el Pl
* Randomly-generated workload based on
* Evaluated auto-scaling policy via (up to

 Evaluated cost-efficiency via performance-per-cost metric:

w A Uu o
© © © o
= 2 =2 =

Performance per Cost
o
=

10M

Percentage
2.7%
0.02%
0.75%

1.3%

AFS EVALUATION

Operation Percentage
read file 69.22%
stat file/dir 17%
list file/dir 9.01% +

Total Read Ops 95.23%

).

Instantaneous Throughput

Instantaneous Cost

- AFS 25k
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o

\

50

T

4

*

L 2
4
p
L J
3

1 Base throughput:
70M — HopsFS+Cache 25k \ 25000 ops/sec

HopsFS: 512 vCPU
AFS: 256 vCPU

100 150 200 250 300 Ben Carver | 78
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AFS EVALUATION

AFS Evaluation

Client-Driven Scaling -

* Varied number of clients from 23 -219(j.e., 8 - 1,024); each performed 3,072 FS operations.
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AFS EVALUATION

AFS Evaluation

Client-Driven Scaling -

* Varied number of clients from 23 -219(j.e., 8 - 1,024); each performed 3,072 FS operations.

* Aggregated throughput plotted on the y-axis.

READ
800k ——AFS \ 900k

-=- HopsFS ) 750k
UGOOk -« HopsFS+Cache /.- 600k
7 = 400k — InfiniCache ’ 450k
CephFS 300k
O ::
200k 150k- :,,
2'3 2'4 2'5 2'6 2'7 2'8 2‘9 210 023 24 2'5 2'6 27 2'8 2'9 210

Number of clients Number of clients
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AFS EVALUATION

AFS Evaluation

Client-Driven Scaling -

* Varied number of clients from 23 -219(j.e., 8 - 1,024); each performed 3,072 FS operations.

* Aggregated throughput plotted on the y-axis.

20.53x Higher

28.91x Higher
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AFS EVALUATION

AFS Evaluation

Client-Driven Scaling -

* Varied number of clients from 23 -219(j.e., 8 - 1,024); each performed 3,072 FS operations.

* Aggregated throughput plotted on the y-axis.

READ

800k - —+—AFS 900k-

-=- HopsFS ) 750k

UGOOk -« HopsFS+Cache /.- 600k

7 = 400k — InfiniCache ’ 450k

CephFS 300k
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200k 150k

2'3 2'4 2'5 2'6 2'7 2'8 2‘9 210 023 24 2'5 2'6 27 2'8 2'9 210

Number of clients Number of clients
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= AFS CONCLUSION

AFS Conclusion
+* First cloud-native DFS MDS using FaaS to cache and elastically scale DFS metadata.
—

+»* Achieves high-throughput, low-latency, low cost, and high resource efficiency

/

+* However, realizing these properties requires a series of techniques & optimizations
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Ngy oP g

a
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AFS: Lambda File System

AFS Source: https://github.com/ds2-lab/LambdaFS Ds2 Research Lab @ UVA https://ds2-lab.github.io/
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